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ABSTRACT

Document-level detection of AI-generated content is largely unaddressed, and off-
the-shelf tools do not fill the gap: across nine AI-text and AI-image detectors, and
both ways of composing them—score the whole page, or segment it and score
each region—no configuration exceeds AUROC 0.66. The task demands dedi-
cated tools and the data to build them; we provide both. DocAIgen edits real
documents into large-scale corpora with region-level ground truth, from which
we release a 42,503-page benchmark. DocAIdet is a document-native Vision-
Language Model that reads the page as a whole, jointly detecting and segment-
ing AI-generated regions. It reaches page-level AUROC 0.944 in-generation and
0.929–0.970 on two unseen generators (0.999 at document level), with Dice 0.895
and 0.699–0.863 respectively; the strongest piecewise baseline, retrained on our
own data, reaches 0.874 AUROC and 0.270 Dice on the harder unseen generator,
and the margins are significant with non-overlapping 95% intervals. We release
the engine, the benchmark and the detector.12

1 INTRODUCTION

AI-generated content (AIGC) now accounts for a large share of what circulates online (Imperva,
2025; Merriam-Webster, 2025), and telling it from human work has become a condition of digital
trust (Muzumdar et al., 2025; Landymore, 2025). Forensic research has followed the generators
closely—deepfake faces, synthetic images, LLM-written text, lately audio, video, code and tables—
yet one ubiquitous data type has been overlooked: the document, the second most common file
type on the web after HTML (Johnson, 2021; Common Crawl Foundation, 2025). The threats are
concrete: AI-written passages in scientific papers pollute the record. Document AI (Cui et al.,
2021) meanwhile supplies models that read a page as a whole, exactly what a forensic method for
documents can be built on.

Since a document is a compound of elements, the obvious alternative is to compose the detectors that
already exist for each of them; our first finding is that this does not work. A typeset page carries no
signal-level trace for an image detector, an in-context edit is too small a share of the page for a text
detector, and any such pipeline must first cut the page into fragments, leaving each detector only the
evidence that fits inside one (Sec. 3). We build that pipeline with nine off-the-shelf detectors, in both
of its readings—score the whole page, or parse it and score every text block and figure crop—and
no configuration exceeds AUROC 0.66. Retrained on our own data it becomes a genuine competitor
at 0.874, and our single document-native model still beats it on both detection and localization.

We therefore address the two barriers that have kept the problem open. The first is the absence of
data: DocAIgen parses a real document with Docling (Deep Search Team, 2024), replaces a con-
trolled subset of its components with generated content, re-exports every page through the same ren-
derer, and records each edited region as ground truth. The second is the absence of detectors built for
documents: DocAIdet is a Vision-Language Model (VLM) that projects the entire page into a joint
visual–semantic space and returns a page-level verdict with a pixel-level mask (Fig. 1). Our con-
tributions are the task and the evidence that it needs dedicated tools; DocAIgen and a 42,503-page
benchmark with exact region-level ground truth, released with the engine that generates it so that

1https://anonymous.4open.science/r/AIdocFactory-C301
2https://anonymous.4open.science/r/AIdocDetector-A637
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Figure 1: Overview. DocAIgen (left) parses a document into components, edits a controlled sub-
set with generative models, re-exports every page—edited or not—through the same pipeline and
records each edited region as ground truth. Its corpora train DocAIdet (right), a document-native
VLM that reads the rendered page as a whole and returns a page-level verdict and a pixel-level mask
of the AI-generated regions.

the corpus can be regrown rather than expire with its generators; DocAIdet, which jointly classifies
and segments and beats the strongest baseline by margins whose 95% intervals do not overlap; and
an evaluation covering unseen generators on unseen documents, learning-free localization floors, a
single-stream ablation, a backbone swap at matched budget, a shortcut audit and, in the appendix,
document-level aggregation, laundering robustness, calibration and paired significance tests.

2 RELATED WORK

AI-image and AI-text detection. Image detectors seek generator-specific artifacts in the frequency
or spatial domain (Frank et al., 2020; Corvi et al., 2023; Tan et al., 2024), in representational stability
under noise (He et al., 2024), or through ViT features (Heo et al., 2023); text detectors are statistical
(Solaiman et al., 2019; Vasilatos et al., 2023; Wu et al., 2023) or fine-tuned transformers (Devlin
et al., 2019; Liu et al., 2019; Hu et al., 2023), which consistently do better (Wu et al., 2025). Sec. 7.1
evaluates five deployed image detectors—the Swin-based SDXL detector (Organika, 2024) and the
Swin-V2 diffusion detector (Haywood, 2024), SigLIP (Ateeqq, 2025) and ViT (Dima806, 2024)
classifiers, and the training-free RIGID (He et al., 2024)—and four text detectors: the GPT-2 output
detector (Solaiman et al., 2019), the ChatGPT detector, a RoBERTa model trained on ChatGPT
responses (Guo et al., 2023), a commercial AI-text detector (Fakespot Future AI Research, 2025)
and RADAR (Hu et al., 2023), adversarially trained against paraphrase.

Document AI and manipulation grounding. Our detector is built on the field that models docu-
ments in the first place: LayoutLM (Xu et al., 2020), Donut (Kim et al., 2022), DocLLM (Wang
et al., 2024), and document-conversion models such as Docling (Deep Search Team, 2024) and
SmolDocling (Nassar et al., 2025) consume the page directly and jointly represent its text, layout
and visual structure. None is forensic, but they can supply useful representations, and Sec. 8.2 mea-
sures how useful they are. Closer to our localization objective are models such as HAMMER (Shao
et al., 2024) and TruFor (Guillaro et al., 2023), the latter evaluated in Sec. 7.1, and AI-edited-image
datasets such as SID-Set (Huang et al., 2025) and FragFake (Sun et al., 2025). All target photo-
graphic content, whose signal stems from camera pipelines and low-level generative artifacts; an AI
edit in a document replaces a paragraph, a table or a figure on a re-typeset page, which removes that
evidence. No prior dataset contains AI-generated content in documents, and without one no model
for the task could be trained or even evaluated.

3 BACKGROUND AND MOTIVATION

The task. The input is a document page; the output is a label ŷ ∈ {0, 1} and a pixel-level mask
M̂ of the AI-generated regions. A page is positive if at least one parsed component—paragraph,
table, figure, caption—was replaced by generated content of the same type and role, and the mask’s
target is the union of the bounding boxes of those components. Two properties matter: the edit is a
semantic substitution inside an otherwise authentic page, not a manipulation of pixels, and the page
is re-typeset afterwards, so edited and untouched components are rendered by the same engine.
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Why the signal-level trace is absent. Identity-document forensics and AI-image detection both
seek a signal-level trace, a footprint left in the pixels by acquisition or synthesis (Ferrara et al.,
2012; Guillaro et al., 2023). A born-digital page breaks that assumption: it is typeset, not captured
or synthesized from noise, and a replaced paragraph is re-rendered by the same engine. No sensor
noise, resampling fingerprint or compression history separates the edited region from the untouched
one; the trace does not merely weaken, it does not exist. Every method in Table 1 that seeks such a
trace—the AI-image detectors, on the whole page and on figure crops, and the manipulation localizer
TruFor—is at chance on our pages (Sec. 7.1).

What the document supplies instead. A document combines textual, layout and visual elements
to convey an intent (Briet, 1951; Buckland, 1997), and an edit leaves evidence of two kinds, both
at page scale: the statistical signature of the regenerated content—the cue a text detector seeks, but
on a fragment too short to settle the question—and how that content sits among everything else: not
its subject, since edits stay on topic (Appendix E.1), but its register, density, phrasing, and the way
it discharges the role its position assigns it among the text, headings, captions, tables and figures
around it.

Why the page cannot be taken apart. A pipeline of existing detectors must cut the page into
pieces and hand each to a model that sees its fragment and nothing else. What is intrinsic to a frag-
ment survives the cut and is worth something: retrained on our data, such a system is the best method
after ours. Everything else is lost: a paragraph that is inconclusive alone is often conclusive beside
its neighbours, and no fusion rule over fragment scores restores a comparison the fragmentation
has destroyed; nor has such a pipeline anywhere to put layout, reading order and component roles.
Localization, moreover, falls to the extraction stage such a pipeline needs, since a score attaches to
a string and a string has no coordinates. A piecewise system only ever sees a bag of parts, and the
results show the deficit that predicts (Sec. 7.1).

4 DOCAIGEN

The primary obstacle is the absence of data: to the best of our knowledge, no dataset of AI-generated
content in documents exists, not even a small one. The first pillar of our work is therefore Do-
cAIgen, a pipeline of four modules (Fig. 1). Docling parsing (Deep Search Team, 2024) extracts
every component of the document and its attributes—titles, paragraphs, images, tables, footnotes,
references—into a hierarchical Document Variable that retains everything needed to reconstruct it
(Appendix G.5). AI edition replaces selected components of the Document Variable, routing each
to a submodule by component type; the generator for each type is user-specified, by Hugging Face
identifier (Hugging Face Transformers Team, 2026) or as a local model, under configurable selec-
tion parameters (Appendix G.6). Crucially, only the semantic content is modified (Appendix G.5);
all structural and layout metadata is left untouched. Finally the exporter renders the edited Docu-
ment Variable into a new document. Original and generated components pass through the identical
pipeline (original components simply pass through the AI-edition module unchanged), so the sole
difference between an authentic and a modified component is its intrinsic content—verified qualita-
tively and with four low-level forensic tests in Appendices G.3 and G.4. In parallel, the database
module records which components were altered and their precise bounding boxes—the ground truth
for DocAIdet—together with the generated content itself (Appendices G.1, G.2).

This is what distinguishes our release from a dataset. A benchmark built from a fixed set of gen-
erators expires with them; because the engine ships with the corpus, ours can instead be regrown,
ground truth included, with no annotation effort.

5 DOCAIDET

DocAIdet analyzes a page as a whole and produces a binary label and a segmentation mask (Fig. 2).
A page is tiled into N local patches plus one global view, giving N+1 inputs to the vision encoder;
C is the number of spatial tokens per input, Dv=768 the width of vision-encoder features, Dt=576
that of the language-decoder hidden states, and Dproj that of the shared space. Five components
map a page to a multi-scale visual pyramid and a semantic stream, align them, and decode them
into a label and a mask: (i) a vision stream tapped at multiple encoder depths; (ii) a semantic stream

3
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Figure 2: DocAIdet. The page is processed as a whole and decoded into a page-level label and a
pixel-level mask of the synthetic regions. Tensor shapes are annotated on the arrows.

from the language decoder’s hidden states; (iii) a recombiner that restores the spatial geometry the
tiled encoder destroys; (iv) a gated cross-modal fusion block that lets each spatial position decide
how much semantic evidence to admit; and (v) two decoder heads. The vision and semantic streams
are initialized from SmolDocling-256M (Nassar et al., 2025), a document-conversion model whose
encoder and decoder already represent page structure, layout and reading order. The full model is
trained end to end (Sec. 6.2): the streams are reshaped by Low-Rank Adaptation (Hu et al., 2022)
and the other three components are trained from scratch. Sec. 8.1 shows that neither stream learns
the task alone, and Sec. 8.2 that the initialization is worth 0.18 Dice.

Vision and semantic streams. The vision stream is read from the encoder at layers 3, 7 and 11:
shallower layers preserve the high-resolution detail that supports precise boundaries while deeper
layers encode global context, and fusing them lets the segmentation head place an edited region
accurately at page resolution. The semantic stream is the language decoder’s hidden states for
the same page, which carry what the page says and—from a backbone pretrained for document
conversion—the structural role in which it says it.

Recombiner. The vision encoder returns N+1 independent feature maps, in which the spatial
relationship between tiles has been destroyed. Writing V(ℓ) ∈ R(N+1)×Dv×h×w for the features
tapped at layer ℓ, with the tiling arranged as a Gh × Gw grid so that N = GhGw, the recombiner
discards the global view and re-tiles the local ones into a single spatially coherent map,[︁

R(V(ℓ))
]︁
:, ih+p, jw+q

= V
(ℓ)
j+iGw, :, p, q, (1)

for 0 ≤ i < Gh, 0 ≤ j < Gw, 0 ≤ p < h, 0 ≤ q < w, giving R(V(ℓ)) ∈ RDv×Ghh×Gww; the
global view is kept separately as a page-level context map. Applied at ℓ ∈ {3, 7, 11}, Eq. 1 yields
the multi-scale pyramid the heads consume. The operation is parameter-free.

Cross-modal fusion. Let v(ℓ) ∈ RHW×Dv be the recombined map at level ℓ flattened over space,
and s ∈ RL×Dt the language-decoder hidden states for the same page. The semantic stream is
projected into the vision width, s̃ = sWs with Ws ∈ RDt×Dv , and each spatial position attends
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over it with 8 heads:
a(ℓ) = MHA

(︁
v(ℓ)⏞⏟⏟⏞
query

, s̃⏞⏟⏟⏞
key

, s̃⏞⏟⏟⏞
value

)︁
. (2)

Attention alone would force every position to absorb semantic content whether or not any text lies
under it, so the residual is gated per position by a bottleneck MLP,

g(ℓ) = σ
(︁
ReLU(v(ℓ)W1)W2

)︁
∈ (0, 1)HW×1, z(ℓ) = LayerNorm

(︁
v(ℓ) + g(ℓ) ⊙ a(ℓ)

)︁
,

(3)
where W1 ∈ RDv×Dv/4 and W2 ∈ RDv/4×1. Because g(ℓ) is computed from v(ℓ) alone, the model
decides where semantics are worth consulting before it consults them; three such blocks are applied
to the local pyramid and three to the global context map.

Heads. Both heads read {z(ℓ)} restored to RDv×H×W and stay deliberately light. The segmen-
tation head projects each level to 256 channels with 1×1 convolutions, refines with depthwise-
separable 3×3 convolutions under skip connections, applies an FFN, and predicts logits M̂ ∈
RH0×W0 at page resolution with a final 1×1 convolution. The classification head pools each stream
by learned spatial attention,

u =

HW∑︂
k=1

αkzk, α = softmaxk
(︁
zwa

)︁
, (4)

so that the decision is dominated by informative positions rather than by an average over mostly-
pristine area, then fuses the local and global pooled vectors by cross-attention before a linear classi-
fier gives ŷ. Appendix F.5 gives the layer-by-layer specification and parameter counts.

6 EXPERIMENTAL SETUP

6.1 BENCHMARK

The benchmark is built from PDFs, the vast majority of online documents (Johnson, 2021; Common
Crawl Foundation, 2025), sourced from arXiv, whose categorization by field ensures variability and
whose peer-reviewed subset serves as quality control. By arXiv’s temporal metadata, 80% of the
articles predate 2021, so the pristine class largely predates widespread LLM use; the remaining 20%
are post-2021 but pre-2025, to capture evolving layout and writing conventions (Bizzoni et al., 2020)
at a marginal mislabeling risk that the peer-review filter further limits. We collect 901 real documents
and generate 1,299 AI-edited counterparts, yielding 42,503 rendered pages. A document is edited
by replacing a subset of its parsed components—paragraphs, tables, figures—with generated content
of the same type and role, so an edited page mixes generated and original components; the recorded
bounding box of every replaced component is the ground truth.

No rendering shortcut. Every page, edited or pristine, is produced by the same operation: parse
the source PDF into the Document Variable, then re-export it through the same renderer. A pristine
document is parsed and re-rendered exactly like an edited one, with no component replaced, so the
export is a constant function of the class and carries no discriminative signal. What separates the
classes is who created a component, with everything else held fixed, including the subject, since the
generator is conditioned on the component it replaces (Appendix E.1); Sec. 8 tests both claims.

In-Generation and Cross-Generation. A detector that has learned one generator’s idiom rather
than the general signature of machine-written content fails on a new generator, the standard fail-
ure mode in AIGC detection (Ojha et al., 2023; Wu et al., 2025). We therefore split by generator:
the training and In-Generation corpora are edited with Llama-3.2-3B for text components and SD-
Turbo for image ones, and the Cross-Generation corpora with Qwen3-4B and Granite-4.0-h for
text components and Stable-Diffusion-v1.5 for image ones, which appear nowhere in training (Ap-
pendix G.6).

6.2 TRAINING

The training set comprises 16,027 pages drawn exclusively from the In-Generation corpus (67%
AI-edited, 33% pristine), plus 3,434 pages for validation and 3,435 for testing. Training took about
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ten days on one NVIDIA H100 (94 GB) in bfloat16 with batch size 12, in two phases: Phase 1
optimizes the entire architecture except the classification head with a combined focal and Dice loss
(2Lfocal + LDice, following SAM); Phase 2 freezes those weights and trains only the classification
head with weighted cross-entropy for 40 epochs, although it converges within a few: Phase 2 is a
rapid alignment step, since the Phase-1 embeddings already encode the presence of AIGC. Losses,
hyperparameters and learning curves are in Appendices F.1 and F.2.

6.3 EVALUATION SETS AND PROTOCOL

We evaluate on class-balanced corpora. The In-Generation set is a balanced subsample (2,190
pages) of the test split above, edited by the training generators. The Cross-Generation corpora
are edited by generators never seen in training (Appendix G.6.1); the larger and less favourable of
the two, edited by Qwen3-4B, gives the headline Cross-Generation number. One protocol governs
everything: the same code scores every method on the same pages; classification uses a fixed thresh-
old of 0.5, tuned on no test set; and confidence intervals are 95% percentile bootstrap intervals over
pages (10,000 resamples), paired across models (Appendix E.3). Localization is reported as Dice
macro-averaged per page over the AI-edited pages of each corpus, since an empty prediction scores
1.0 against a pristine page’s empty target and averaging such pages in would mix delineating a re-
gion with correctly producing none; pristine pages carry every page-level number, and their masks
are reported separately (Sec. 7.2).

7 RESULTS

7.1 CAN EXISTING METHODS SOLVE THIS TASK?

Table 1 collects every alternative we could run under one protocol (classification detail in Ap-
pendix E.5). “Piecewise baseline” hides two systems. Whole-page: the page text goes to a text
detector and the rendered page to an image detector, and the verdicts are fused; the text is taken from
the very PDFs the images were rendered from, the most favourable extraction possible. Region-level:
the page is parsed first (Docling), each layout text block going to the text detector and each figure
crop to the image detector—stronger, with more opportunities to fire, but downstream of a parser as
well as two detectors. Both use the same components and fusion rule (a page scores as the maximum
of its parts).

Image-level detection has nothing to detect, at either granularity. We run the five image detec-
tors of Sec. 2. On the whole page, all five sit inside [0.485, 0.524] AUROC on both corpora—chance,
as Sec. 3 predicts. The figure crops are decisive, since the typesetting argument does not cover a
figure: a generation trace, if it survived anywhere, would survive in a regenerated raster. It does
not—the four detectors admitting a crop-level score reach only [0.457, 0.562], since the figures are
plots and diagrams, off-distribution for natural-image detectors, and the crop comes from the ras-
terized page rather than the generator’s output file. TruFor (Guillaro et al., 2023), a state-of-the-art
manipulation localizer, is likewise at chance (0.520 AUROC, Dice 0.042), and RIGID, which can-
not be dismissed as distribution shift since it knows only representational stability, carries no label
information either.

Text-level detection is diluted, and segmenting the page trades dilution for over-firing. Four
off-the-shelf AI-text detectors read the concatenated page text and reach 0.512–0.659 AUROC In-
Generation and 0.478–0.620 Cross-Generation, the best (RADAR) 0.29–0.31 behind ours, for a
structural reason: only a fraction of a page is edited, and the surrounding original text dominates
the score. Scoring each layout block independently removes that dilution, lifting the detector of
Fakespot Future AI Research (2025) from 0.566 to 0.615 In-Generation, but introduces the opposite
failure: the maximum over a dozen blocks of academic prose flags most genuine pages, specificity
falling to 0.359 and 0.240. No off-the-shelf configuration, at either granularity and with any of the
nine detectors, exceeds AUROC 0.66. Combining the two modalities changes nothing: the page-
level combination reaches 0.566 and 0.505, the region-level one 0.614 and 0.562, each within 0.001
of its own text arm, since the image detector scores lower on essentially every page—the piecewise
solution is a text detector with an inert second channel.
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Table 1: Every method we could run, on the two benchmark test sets, under one protocol. “Reads” is
the modality consumed and “Applied to” the granularity; “Loc.” marks methods that emit a spatial
mask. Dice is macro-averaged over edited pages (Sec. 6.3); for the trained piecewise rows the mask
comes from their SegFormer-B0 segmentation arm (Sec. 7.1). †: scored on the pages containing a
figure (787 In-Generation, 721 Cross-Generation), or, for TruFor, on a balanced 1,000-page subset.
—: not applicable or not run. Baselines are scored on a balanced 3,000-page Cross-Generation
subsample on which our AUROC differs by less than 0.001 (Appendix E.5); detectors are cited in
Sec. 2.

In-Generation Cross-Generation

Method Reads Applied to Loc. AUROC Dice AUROC Dice

Off-the-shelf, not trained on our data

SDXL detector image whole page ✗ 0.497 — 0.499 —
Swin-V2 AI-image detector image whole page ✗ 0.518 — 0.502 —
SigLIP AI-image detector image whole page ✗ 0.512 — 0.524 —
ViT AI-image detector image whole page ✗ 0.497 — 0.492 —
RIGID image whole page ✗ 0.513 — 0.485 —
SDXL detector image figure crops ✗ 0.509† — 0.472† —
Swin-V2 AI-image detector image figure crops ✗ 0.562† — 0.524† —
SigLIP AI-image detector image figure crops ✗ 0.513† — 0.457† —
ViT AI-image detector image figure crops ✗ 0.476† — 0.488† —
TruFor image whole page ✓ — — 0.520† 0.042†
AI-text detector text whole page ✗ 0.566 — 0.504 —
AI-text detector text text blocks ✗ 0.615 — 0.563 —
RADAR text whole page ✗ 0.659 — 0.620 —
RADAR text text blocks ✗ 0.567 — 0.565 —
ChatGPT detector text whole page ✗ 0.563 — 0.594 —
ChatGPT detector text text blocks ✗ 0.591 — 0.579 —
GPT-2 output detector text whole page ✗ 0.512 — 0.478 —
GPT-2 output detector text text blocks ✗ 0.503 — 0.485 —
Piecewise, page-level fusion text+image whole page ✗ 0.566 — 0.505 —
Piecewise, region-level fusion text+image blocks + figures ✗ 0.614 — 0.562 —

Frontier MLLMs, prompted zero-shot

GPT-5.2 text+image whole page ✗ 0.621 — 0.612 —
Gemini-3-flash text+image whole page ✗ 0.821 — 0.823 —
Claude-opus-4.5 text+image whole page ✗ 0.676 — 0.664 —

Trained on our training split

SegFormer-B0 image whole page ✓ 0.750 0.483 0.643 0.270
AI-text detector, fine-tuned text whole page ✗ 0.809 — 0.852 —
AI-text detector, fine-tuned on blocks text text blocks ✗ 0.726 — 0.820 —
Piecewise, page-level fusion text+image whole page ✓ 0.835 0.483 0.852 0.270
Piecewise, region-level fusion text+image blocks + page ✓ 0.863 0.483 0.874 0.270
Ours (DocAIdet) text+image whole page ✓ 0.944 0.895 0.929 0.699

The failure is not merely domain mismatch. We rebuild the whole pipeline from components
trained on our own split, at both granularities; each pair of numbers below is In-Generation and
Cross-Generation. Fine-tuning the text detector on whole pages lifts its AUROC to 0.809 and 0.852,
but only by flagging most genuine pages (specificity 0.401 and 0.443). Training it instead on in-
dividual layout blocks, each labelled by whether it was regenerated, ranks lower (0.726 and 0.820
AUROC) at a far more usable operating point (specificity 0.961 and 0.923). Fusing each with
SegFormer-B0 reaches 0.835 and 0.852 AUROC at page level and 0.863 and 0.874 at region level,
the best baseline in the table (a learned fusion fitted on one corpus and evaluated on the other lands
at 0.840 and 0.817). A fully trained piecewise system is thus a respectable detector, but not ours: at
region level it trails by 0.081 and 0.055 AUROC while running two models and a parser, operates at
specificity 0.439 and 0.357 against our 0.882 and 0.884, and localizes only as well as its SegFormer
arm (0.483 and 0.270 Dice against our 0.895 and 0.699). Since every component saw our data,
what it lacks is not adaptation but access to the page as a whole—and the deficit falls where Sec. 3
predicts: under the generator shift, 0.055 AUROC on whether and 0.430 Dice on where.

Generic architectures and frontier MLLMs. SegFormer-B0 trained directly on our annotations
reaches 0.643 AUROC and 0.270 Dice under the generator shift, losing 0.107 AUROC and 44% of
its Dice where we lose 0.015 and 22%. Prompted multimodal models are the strongest alternative
(Gemini Team et al., 2023; Zhang et al., 2025; Li et al., 2024): Gemini-3-flash reaches 0.823 Cross-
Generation, 0.106 behind ours, while GPT-5.2 and Claude-opus-4.5 are so biased toward “real” that
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precision 0.917 comes at recall 0.148. None produces a mask, and all cost orders of magnitude more
compute per page than our 265M-parameter model.

Every baseline ran on exactly our pages, so the margins are tested pairwise: every McNemar test
falls below any conventional threshold and no bootstrap interval on the AUROC gap crosses zero
(Appendix E.3). At 265M parameters and 26 pages per second on one GPU, ours is also the cheapest
to run (Appendix E.4).

7.2 LOCALIZATION, AND GENERALIZATION TO UNSEEN CORPORA

Our detector reaches AUROC 0.944 In-Generation and 0.929 Cross-Generation, with Dice 0.895
and 0.699 (Table 1). Two learning-free predictors give the floor: the whole page, and every layout
component Docling finds (Appendix A). Over all pages our Dice is 0.941, against 0.243 for the
layout mask and 0.129 for the whole-page mask. What separates us from them is the ability to mark
nothing: on a pristine page we return an empty mask 98.7% of the time, while the layout mask,
which covers 43.5% of an average page, scores 0.009 and the whole-page mask 0.000; both fire on
every page, so both sit at AUROC 0.5. On edited pages the floors look much stronger (0.478 and
0.258 against our 0.895), because edited regions are layout components and a mask over all of them
covers the target; our headline Dice is that stricter number. Detecting and localizing are different
problems: the fully trained piecewise pipeline reaches AUROC 0.874 but Dice 0.270, SegFormer-B0
the same 0.270, and TruFor 0.042.

Where it fails. The detector recovers 80.8% of edited regions at 50% coverage, and component
area explains the spread: recall falls almost monotonically with size, from 0.91–0.93 on tables and
figures to 0.86 on text blocks and 0.03 on page headers and footers, which carry too few words for
any statistical judgement (Appendix A). Below roughly one percent of page area an edit becomes
hard to detect (Fig. 3), a limit set by the evidence rather than by the architecture.

Unseen generators on unseen documents. Deciding whether costs nothing: page-level AUROC
is 0.929 on Qwen3-4B and 0.970 on Granite-4.0-h against 0.944 in-generation, and the best compet-
ing method reaches 0.874 on the same pages. Deciding where drops, but on one generator only: Dice
falls to 0.699 on Qwen and stays at 0.863 on Granite. Granite is exactly as unfamiliar as Qwen, so
the cause is how one particular generator writes, and the probability map before thresholding says
what kind of failure it is (Appendix A.3). The model still knows where the edit is: on 89.8% of
edited Qwen pages the single most confident pixel falls inside the edited region, and the probability
inside remains about twenty times that outside, as on the other corpora. What changes is confidence:
the mean probability inside the target drops by about a quarter, so on one edited Qwen page in eight
the mask is empty, and where a mask appears it is correct but covers about four-fifths of the region.
Outside the training generator, then, the page verdict remains reliable and the mask is a floor on
the edit’s extent, consistent with generators differing in how far their signatures sit from human text
(Fraser et al., 2025).

8 ANALYSIS AND DIAGNOSTICS

Shortcut audit. We check that the benchmark cannot be solved without doing the task, from
both directions in which a shortcut could exist. Appearance offers none: every method that seeks
a pixel-level trace is at chance (Sec. 7.1), and the visual stream alone cannot even fit its training
set (Sec. 8.1). Nor does topic: edited pages retain 92.8% of the lexical similarity an untouched
page has to its own document, and one edited page in a thousand is closer to a random document
than to its own (Appendix E.1). Appendices B–E add what the detector delivers in use: document-
level AUROC 0.980 In-Generation and 0.999 Cross-Generation by averaging page probabilities,
robustness to JPEG re-compression down to q=50 (halving the resolution is what hurts), calibration
out of the box (ECE 0.073) with a flat false-positive rate across disciplines, and qualitative examples.

8.1 WHICH STREAM CARRIES THE EVIDENCE?

The architecture rests on the claim that an edit is found by reading the page’s appearance and its
content together; the two suspicions are that the model is really a vision model reacting to rendering
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artifacts, or really a text detector with a page attached. We train one decoder on the visual pyra-
mid alone and another on the language decoder’s hidden states alone, with no cross-attention or
fusion (curves in Appendix F.3). The vision-only model never converges—training Dice near 0.3,
validation Dice around 0.15 after 50 epochs, failing to fit even the data it is shown—which is not a
generalization failure but the absence of a signal to fit, and refutes the rendering-artifact hypothesis
directly. The semantic-only model learns quickly and then saturates: validation Dice flattens near
0.5 by the seventh epoch and never moves again. The capability therefore sits in neither stream but
in the gated cross-attention binding them (Eqs. 2–3).

A further intervention at inference rules out the remaining explanation. Feeding each page another
page’s semantics—both streams intact, their correspondence destroyed—collapses AUROC from
0.933 to 0.519 (on the balanced 1,000-page subsample of Appendix C). A model applying a generic
stylistic prior over machine-written text would not care whose text it was given; this one compares
what the page says against what it looks like.

8.2 HOW MUCH DOES THE DOCUMENT-NATIVE BACKBONE CONTRIBUTE?

If, as Sec. 3 argued, the task is solved at the semantic and structural level of the page, document
pretraining should matter, and most on localization; if not, any VLM of the same size would do.
The deciding experiment is a backbone swap with everything else fixed: we retrain the complete
pipeline from SmolVLM-256M-Instruct, a general-purpose model of the same architecture family
and parameter count with no document-conversion objective in its pretraining, with the same corpus,
40+40 epoch schedule, batch size, learning rates and seed, and no warm start; both arms are scored
on the In-Generation test set (Appendix F.4). Pretraining matters: paired over the same pages, the
general-purpose backbone loses 0.040 AUROC (paired bootstrap [0.030, 0.049]) and 0.182 Dice
([0.168, 0.195]; McNemar p = 1.1×10−13 on accuracy). And it matters asymmetrically, in the
direction predicted: the Dice gap is nearly five times larger in relative terms than the classifica-
tion gap. Detecting that something was regenerated is comparatively portable—the generic VLM
reaches AUROC 0.905, above every baseline in Table 1 except ours—but saying where needs a rep-
resentation in which the page is already parsed into components, roles and reading order, built by
a document-conversion objective rather than a general image–text one: Dice 0.714 against 0.895.
The initialization is not the method, though: SmolDocling transcribes a page and emits no forensic
judgement until the architecture around it is trained, whose worth Sec. 8.1 measures.

9 CONCLUSIONS AND LIMITATIONS

We presented DocAIgen, which produces document corpora with exact region-level ground truth,
and DocAIdet, a document-native VLM that jointly detects and localizes AI-edited content. Our
central finding is that the problem requires dedicated tools: composing off-the-shelf detectors fails
at both granularities, and rebuilding every component on our own data yields a respectable detector
(0.874 Cross-Generation) that still trails a single document-native model by 0.055 AUROC at less
than half its specificity and localizes at 0.270 Dice against our 0.699. What it lacks is access to the
page as a whole, and the deficit falls where that predicts: small on whether, large on where. Neither
stream learns the task alone, and a general-purpose VLM of identical size, data and schedule loses
0.182 Dice: document forensics should be built on document models.

The limits are concrete. Small edits are the hard case: page-level recall falls from 0.996 above 15%
of page area to 0.428 below 1% (0.315 when the generator is also unseen), the direction in which
the model was deliberately built to fail, since a false accusation is the costlier error (Appendix E.6).
Localization degrades on one of two unseen generators (0.895 → 0.699) through a loss of confi-
dence rather than of placement, so outside the training generator the mask is a floor on where the
edit is. Resolution, not compression, is the operational constraint (Appendix C). The domain is sci-
entific preprints in English; extending it is a configuration change for the released engine, not a new
annotation effort.

ETHICS STATEMENT

Our work aims to strengthen information integrity by detecting AI-edited documents. Two consid-
erations warrant care. False accusations: because incorrectly flagging a genuine document is harm-
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ful, we explicitly optimize for high specificity and recommend deploying the detector as a triage
aid for human review rather than as an automated verdict; we report calibration and per-domain
false-positive rates (Appendix E.2) to support this use. Dual use of the generator: DocAIgen can, in
principle, be used to produce misleading documents at scale. We judge that the benefit of enabling
detection research outweighs this risk, but we release it under a license restricting malicious use and
accompanied by the detector and the benchmark, so that generation and detection advance together.
The benchmark contains no personal data beyond what is public in arXiv preprints, and its edits are
synthetic: it must not be read as evidence about any arXiv author.

REPRODUCIBILITY STATEMENT

The generation engine, the benchmark and the trained detector are released at the anonymous links
given in the abstract. Sec. 6 describes corpus construction, splits and the evaluation protocol; Ap-
pendix G.6 gives the generation hyperparameters and the identity of every generator; Appendix F.1
the loss functions and Appendix F.2 the LoRA configuration, optimizer and schedule; and Ap-
pendix F.5 the stage-by-stage architecture specification with parameter counts.

AI USE STATEMENT

In this work, we used generative AI tools (large language models) for translating and condensing
some parts of the text of the manuscript from a longer internal draft written by the authors. We
have not used generative AI tools for generating research ideas, for designing the experiments, or
for producing or analyzing any of the reported results. The AI-edited documents that constitute the
benchmark are generated by the open-weight models named in Appendix G.6.1: they are the object
of study, not authoring tools. All AI-assisted text was reviewed and revised by the authors. We take
responsibility for the final content of this work, including text, claims or artifacts produced with the
aid of generative AI.
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A LOCALIZATION AND GENERALIZATION: ADDITIONAL DETAIL

A.1 LEARNING-FREE FLOORS

Table 2 gives the two learning-free predictors against which Sec. 7.2 reads our Dice: a constant mask
over the whole page, and the union of every layout component Docling finds. Both are reported on
edited pages, on pristine pages and over all pages, because the three numbers measure different
abilities: delineating the edited region, refusing to mark anything on an untouched page, and the
average of the two that a single corpus-wide figure would report.

Table 2: Localization against predictors that use no learning, on the In-Generation set. Pixel-level
Dice, reported separately on edited and pristine pages, because that separation is what distinguishes
a detector from a content parser.

Predictor Edited Pristine All pages

Constant mask (whole page) 0.258 0.000 0.129
All layout components (Docling) 0.478 0.009 0.243
Ours 0.895 0.987 0.941

A.2 REGION-LEVEL RECALL BY COMPONENT TYPE

Sec. 7.2 reports that the detector recovers 80.8% of edited regions at 50% coverage and that com-
ponent area explains most of the spread. Table 3 gives the breakdown. Recall falls almost mono-
tonically as components get smaller, row by row down the table. The clearest exception is captions,
which score below footnotes despite being larger, on 22 and 55 regions. Headers and footers are
6.1% of edited regions, and we report them separately because they mark the floor of the method:
below roughly one percent of page area, an edit becomes hard to detect, for the reason given in the
main text—a running head carries too few words for any statistical judgement about its author, as it
would for a human reader.

Table 3: Region-level detection on the In-Generation set, by component type. A region counts as
detected when at least 50% of its area is covered by the predicted mask.

Component type Recall Mean area Regions

Table 0.907 15.1% 97
Figure 0.927 15.0% 245
Text 0.858 6.3% 2,056
Caption 0.545 2.6% 22
Footnote 0.600 1.3% 55
Page header 0.031 0.5% 129
Page footer 0.032 0.2% 31

All regions 0.808 — 2,635

A.3 WHAT THE CROSS-GENERATION DICE DROP CONSISTS OF

A Dice score cannot say what kind of failure it records: a mask placed confidently over the wrong
region and a correct mask too faint to survive the threshold both score low. To tell those apart we
look at the probability map the model produces before any threshold is applied (Table 4).

The model still knows where the edit is. It has not started pointing at the wrong place. On almost
nine Qwen pages in ten, the most confident pixel of the whole page falls inside the edited region—a
check that needs no threshold at all—and the probability inside that region remains around twenty
times the probability outside, much as on the other two corpora. What changes is not where the
model looks but how sure it is: its confidence in the correct region drops by about a quarter, while
the background stays put.
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Table 4: What the Cross-Generation Dice drop consists of. Measured on edited pages with a non-
empty target, on the In-Generation set, the Granite corpus, and a balanced 1,000-page subsample
of the Qwen corpus. “Peak of the map inside the target” is threshold-free: it asks whether the
single most confident pixel of the page falls within the edited region. The last row replaces the fixed
τ=0.5 with the best threshold for each page individually, and so bounds what any recalibration could
recover.

In-Generation Granite Qwen

Peak of the map inside the target 0.961 0.972 0.898
Mean probability inside 0.852 0.829 0.644
Mean probability outside 0.037 0.029 0.031
Pixel precision 0.863 0.856 0.745
Pixel recall 0.872 0.847 0.653
Empty masks 0.044 0.039 0.120
Predicted area / true area 1.001 0.996 0.831
Dice at τ=0.5 0.865 0.846 0.679
Dice at the per-page oracle τ 0.872 0.854 0.703

Less confidence produces two failures. The first is silence: on roughly one edited Qwen page
in eight the probability never rises above the threshold anywhere, so the mask comes out empty.
The second is understatement: where a mask does appear it is correct but too small, covering about
four-fifths of the edited region rather than all of it. What the detector marks is right; it marks less
of it. The last row of Table 4 shows that no per-page recalibration would recover more than a few
points: the missing confidence is not a threshold artefact. This matches what the detection literature
reports about generator identity: models differ in how far their statistical signatures sit from human
text, and the ones that sit closer are intrinsically harder to detect (Fraser et al., 2025). The narrower
that distance, the less evidence any single region carries—still enough to call the page, not always
enough to claim the region in full.

B FROM PAGES TO DOCUMENTS

Every number in the main text is a decision about a page—the harder measurement, and the only
unit on which a mask is defined—while the decision an editor or reviewer actually makes is about a
document. Aggregating a document’s per-page probabilities by their mean gives Table 5: AUROC
0.980 In-Generation and 0.999 Cross-Generation, against 0.944 and 0.929 per page. Per-page errors
are largely independent and cancel under an average, so at the unit an operator acts on, an unseen
generator costs essentially nothing. These documents average 12 pages with edits spread across
them, and a document edited on a single page reduces to the page-level problem; we therefore keep
page-level numbers as the headline and report these as what the tool delivers in the setting it was
built for.

Table 5: Aggregating page scores to a document decision (mean page probability). Documents, not
pages, are the unit an operator acts on, and averaging over a document’s pages cancels most of the
per-page error.

Test set Docs Page AUROC Doc AUROC Acc Prec Rec

In-Generation 880 0.944 0.980 [.971,.988] 0.948 0.971 0.942
Cross-Generation 736 0.929 0.999 [.998,1.000] 0.980 0.940 1.000

C ROBUSTNESS TO IMAGE LAUNDERING

A forensic tool is rarely handed a pristine render: documents circulate as re-compressed attachments,
are downsampled by viewers, and are re-exported by intermediate pipelines. Since our detector
consumes the page as an image, it might key on high-frequency artifacts any of these would destroy.
We test that on a balanced 1,000-page subsample of Cross-Generation against an untouched control
on the same pages (Table 6).
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Table 6: Robustness under image laundering, on a balanced 1,000-page subsample of the Cross-
Generation corpus. The control row is the same model on the same pages with no operation applied,
and reproduces the full-corpus Cross-Generation result of Table 1 (AUROC 0.933 against 0.929,
Dice 0.714 against 0.699); every other row is read against it.

Condition Acc AUROC Spec Sens Dice

None (control) 0.854 0.933 0.884 0.824 0.714
JPEG q=90 0.835 0.920 0.828 0.842 0.719
JPEG q=75 0.844 0.928 0.860 0.828 0.707
JPEG q=50 0.839 0.923 0.850 0.828 0.679
Downsample 75% 0.842 0.925 0.888 0.796 0.652
Downsample 50% 0.780 0.850 0.902 0.658 0.490
JPEG 75 + downsample 75% 0.835 0.914 0.862 0.808 0.639
Gaussian blur σ=0.6 0.853 0.926 0.910 0.796 0.661

JPEG re-compression, even at q=50, leaves the page-level decision statistically unchanged (0.920–
0.928 AUROC against 0.933) and localization largely intact (0.679 Dice against 0.714): the evi-
dence does not live in compression-fragile high-frequency artifacts, unlike classical image foren-
sics, where JPEG laundering is often fatal. Losing resolution is what hurts. Halving the page drops
AUROC to 0.850, concentrated in sensitivity (0.824 → 0.658) while specificity rises, with local-
ization degrading earlier still (0.714 → 0.490)—the predictable failure mode of a detector reading
typographic evidence: once glyph-level detail is gone the smallest edits become invisible and the
model withholds a verdict rather than manufacturing false accusations. The envelope is an honest
one: documents as they circulate, at or near native page resolution.

D QUALITATIVE RESULTS

(a) A text page. The main edited block is found, but the two small regions at the top are missed and a region
the ground truth does not mark is predicted at the bottom.

(b) A references page whose single edited strip is below the size at which the detector responds: the predicted
mask is empty and the probability map uniformly near zero. This is the dominant failure mode of Sec. 7.2.

Figure 3: Characteristic failure modes of DocAIdet, chosen over best cases. Each panel shows,
left to right, the rendered page, the ground-truth mask, the thresholded prediction and the predicted
probability map.
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Figure 3 illustrates representative test-set examples, with additional cases in Figure 4 and in our
repository2. Most detection failures involve minor modifications (short text spans, isolated edits),
aligning with established AIGC-detection literature: small-scale inputs contain insufficient gener-
ative patterns to reliably distinguish synthetic from authentic content (Fraser et al., 2025; Mitchell
et al., 2023; Tian et al., 2024). Since our architecture is optimized to minimize false positives, it
rarely flags them—conservative behavior we consider methodologically rigorous, since flagging re-
gions where the statistical distance between human and AI distributions has all but vanished would
indicate over-reliance on spurious correlations rather than genuine generative signals. It also con-
firms empirically that DocAIgen introduces no low-level export artifacts or structural fingerprints:
were such trivial cues present, the model would exploit them to detect even the smallest modifica-
tions.

Larger modifications are consistently identified, with imperfections limited to boundary imprecision
or incomplete coverage. Since our objective is the robust localization of modified regions, these de-
viations do not compromise forensic utility: the outputs remain actionable as a spatial prior, refinable
via standard post-processing if pixel-perfect precision were required.

18



972
973
974
975
976
977
978
979
980
981
982
983
984
985
986
987
988
989
990
991
992
993
994
995
996
997
998
999
1000
1001
1002
1003
1004
1005
1006
1007
1008
1009
1010
1011
1012
1013
1014
1015
1016
1017
1018
1019
1020
1021
1022
1023
1024
1025

Under review as a conference paper at ICLR 2027

Figure 4: Further qualitative examples of DocAIdet on test pages. Each row shows the rendered
page, the ground-truth mask, the thresholded prediction and the predicted probability map.

19



1026
1027
1028
1029
1030
1031
1032
1033
1034
1035
1036
1037
1038
1039
1040
1041
1042
1043
1044
1045
1046
1047
1048
1049
1050
1051
1052
1053
1054
1055
1056
1057
1058
1059
1060
1061
1062
1063
1064
1065
1066
1067
1068
1069
1070
1071
1072
1073
1074
1075
1076
1077
1078
1079

Under review as a conference paper at ICLR 2027

E ADDITIONAL QUANTITATIVE RESULTS

E.1 ARE THE EDITS ON-TOPIC?

Sec. 6.1 claims that an edit changes who wrote a component and nothing else about the page, and
Sec. 8 reports the consequence for the benchmark. This appendix gives the measurement behind it.

The concern is specific: if the generator replaced a paragraph of a molecular-biology paper with
text about quarterly sales, the benchmark would be solvable by noticing a change of subject, and a
detector could score well without ever learning anything about machine-written text. DocAIgen is
built against this—the generator is conditioned on the component it replaces and on the “similar”
similarity level (Appendix G.6)—but the property has to be verified on the corpus that was actually
produced.

We measure it as a displacement between two reference points. For each edited page we compute
its lexical similarity to the rest of its own document. The ceiling is the same quantity computed for
the corresponding pristine page: how on-topic an untouched page of that document is. The floor is
the page’s similarity to a randomly chosen unrelated document. Over 3,000 page triples the ceiling
is 0.309 and the floor 0.049; edited pages sit at 0.291, retaining 92.8% of the span between them.
Only 0.10% of edited pages—roughly one in a thousand—are closer to a random document than to
their own.

Edited pages are therefore almost exactly as on-topic as the pages they replace. Topical incoherence
is not a cue available to any detector on this benchmark, ours included, which is what makes the
results in Sec. 7 attributable to the generative signature of the content rather than to its subject
matter.

E.2 CALIBRATION AND FALSE POSITIVES ACROSS DOMAINS

Every number in the main text concerns ranking: whether edited pages score above pristine ones.
Deployment needs something stricter. An operator does not rank a submission stream, they act
on individual pages, and to do that they need the score itself to be meaningful—a page marked
0.8 should be edited about eighty percent of the time, or the number cannot be used to trade off
missed edits against false accusations. That property is calibration, and it does not follow from good
AUROC; a model can rank perfectly while being systematically overconfident.

We measure it as expected calibration error: bin the pages by predicted probability and ask, in each
bin, how far the average prediction is from the observed fraction of edited pages. On the Cross-
Generation corpus the detector’s ECE (15 bins) is 0.073: its probabilities are already within about
seven points of the truth with no post-processing, which is unusual for a network trained with focal
loss and means it is usable as shipped. Fitting a single temperature parameter (T = 1.75) more than
halves that, to 0.033, at no retraining cost.
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Figure 5: Reliability diagram on the Cross-Generation corpus (9,128 pages). The detector is already
usable out of the box (ECE 0.073); a single temperature parameter brings it to 0.033.

Figure 5 shows the reliability diagram before and after scaling. One thing an aggregate cannot show
is whether a detector that behaves well on average is quietly concentrating its false alarms on one
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kind of document—a real risk here, since writing conventions differ sharply between disciplines
and a tool that suspected every mathematics paper would be unusable whatever its average accuracy.
Grouping pristine pages by their document’s arXiv primary category, the false-positive rate is flat:
0.081 (physics) to 0.127 (q-bio) around a global 0.118 In-Generation, and 0.018 (q-bio) to 0.138
(physics) Cross-Generation around a global 0.116. The extremes even change places between the
two settings, which is what one expects from sampling noise rather than from a systematic bias
against a field.

E.3 PAIRED SIGNIFICANCE TESTS

A margin between two averages can always be questioned: perhaps one method simply got an easier
draw of pages. Because every baseline in this paper was run on exactly the same pages as our
detector, that question can be settled directly, by comparing the two methods page by page instead
of comparing their averages.

The test is then simple to state. Set aside every page on which the two methods agree—they carry
no information about which is better—and count only the pages where they disagree. If the methods
were equally good, a disagreement should fall either way with equal probability, so the two counts
should be about equal; McNemar’s exact test is the probability of seeing a split at least as lopsided
as the observed one under that assumption. We report those two counts, that probability, and—for
the ranking rather than the decisions—a bootstrap over pages that resamples the same page indices
for both methods, so the interval it produces is an interval on the difference in AUROC rather than
on each method separately (Table 7).

Table 7: Paired comparisons on identical pages. Every difference is significant and no AUROC
interval crosses zero. “Only ours” counts pages our detector classifies correctly and the baseline
does not; “only base” the reverse.

Test set Baseline Only ours / base McNemar p ∆AUROC

In-Generation Text-only 577 / 137 4.7×10−65 +0.136 [.119,.152]

In-Generation SegFormer-B0 582 / 116 1.7×10−75 +0.194 [.174,.214]

Cross-Generation Text-only 757 / 246 4.6×10−61 +0.077 [.063,.092]

Cross-Generation SegFormer-B0 1058 / 202 2.9×10−140 +0.286 [.265,.306]

Balanced subset TruFor 411 / 58 1.4×10−66 +0.413 [.373,.452]

The splits are not close. Against SegFormer-B0 on Cross-Generation, 1,058 pages are read correctly
by our detector alone and 202 by the baseline alone—better than five to one, where an even split is
what equal ability would produce—and every row of the table tells the same story at a p-value below
any conventional threshold. No bootstrap interval on the AUROC gap crosses zero. The practical
reading is that our margin is not a handful of hard pages tipping an average: where the two methods
disagree, ours is the one that is right three to seven times as often.

E.4 DEPLOYMENT COST

Screening a document collection is only meaningful if the screening is affordable, and this is where a
small specialized model has an argument that accuracy tables do not capture. DocAIdet has 265.4M
parameters, of which 37.3M are trained (LoRA adapters and decoder heads). At full page resolu-
tion on a single H100 it processes 26.0 pages per second—38ms per page—with a peak memory
footprint of 5.3GiB, so it fits comfortably on consumer hardware and clears roughly 94,000 pages
per hour. The MLLM baselines it outperforms in Table 1 are orders of magnitude larger, are served
remotely, and cannot produce a segmentation mask at any cost. For an institution screening a sub-
mission stream, that difference is the difference between a deployable tool and a demonstration.

E.5 FULL CLASSIFICATION METRICS

Table 1 reports AUROC and Dice, the two axes on which the methods differ. AUROC is a ranking
statistic, and a method can rank pages tolerably while being unusable at any fixed threshold, so
Table 8 gives the remaining classification metrics at the fixed threshold of 0.5 for every competitor
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that reaches a non-trivial ranking. Two protocol details of Table 1 belong here. Our row is scored
on the full Cross-Generation corpus (9,128 pages) and every baseline on the balanced 3,000-page
subsample they were all run on; restricting our detector to those pages changes its AUROC by less
than 0.001, and the paired tests of Appendix E.3 compare on identical pages in any case. RIGID
needs the whole page as a reference frame and so has no figure-crop row.

Table 8: Classification detail at threshold 0.5. Specificity is the column that separates a usable
detector from an unusable one: several piecewise combinations and the text detector fine-tuned on
whole pages reach their rankings by accusing most genuine pages, which is invisible in an AUROC
column.

Test set Model F1 Acc Prec Rec Spec

In-Generation

Piecewise, page-level (off-the-shelf) 0.350 0.533 0.575 0.251 0.815
Piecewise, region-level (off-the-shelf) 0.640 0.565 0.546 0.774 0.356
SegFormer-B0 0.705 0.647 0.606 0.842 0.453
AI-text detector (fine-tuned) 0.729 0.659 0.605 0.918 0.401
AI-text detector (fine-tuned on blocks) 0.740 0.785 0.940 0.610 0.961
Piecewise, page-level (trained) 0.706 0.594 0.553 0.976 0.213
Ours 0.857 0.860 0.877 0.838 0.882

Cross-Generation

Piecewise, page-level (off-the-shelf) 0.222 0.504 0.513 0.141 0.866
Piecewise, region-level (off-the-shelf) 0.638 0.531 0.520 0.826 0.237
SegFormer-B0 0.639 0.572 0.552 0.759 0.385
AI-text detector (fine-tuned) 0.748 0.687 0.626 0.931 0.443
AI-text detector (fine-tuned on blocks) 0.814 0.831 0.906 0.739 0.923
Piecewise, page-level (trained) 0.706 0.590 0.551 0.982 0.197
Ours 0.856 0.860 0.878 0.835 0.884

E.6 SENSITIVITY–SPECIFICITY TRADE-OFF AND THRESHOLD ANALYSIS

The threshold is fixed at 0.5 on every test set and never tuned, and the model is deliberately biased
toward specificity: in AIGC detection a false positive is an unjust accusation. The results in Table 1
should be read in that light, since such high specificity inevitably costs sensitivity. Table 9 shows
how the metrics shift simply by moving the decision threshold at inference time. Should a use case
require a more balanced operating point, it can also be shifted during training, by tuning the Focal
Loss α (Eq. 6) or adding class weights to the Dice Loss (Eq. 7).

Table 9: Page-level classification across the decision threshold. ⋆ marks the fixed operating point
used everywhere in the paper. Raising the threshold buys specificity cheaply up to ≈ 0.75—In-
Generation specificity reaches 0.988 at a cost of 10 points of sensitivity—after which it saturates.
These are page-level decisions; the pixel-level segmentation metrics behave differently and are re-
ported in Sec. 7.2.

In-Generation Cross-Generation
Threshold Sens. Spec. Prec. F1 Sens. Spec. Prec. F1

0.10 0.970 0.547 0.682 0.801 0.928 0.722 0.769 0.841
0.25 0.934 0.702 0.758 0.837 0.898 0.802 0.819 0.857
0.50 ⋆ 0.838 0.882 0.877 0.857 0.835 0.884 0.878 0.856
0.75 0.738 0.988 0.984 0.843 0.795 0.936 0.926 0.855
0.90 0.732 0.993 0.990 0.841 0.780 0.947 0.937 0.851
0.95 0.732 0.993 0.990 0.841 0.773 0.953 0.943 0.850
0.99 0.721 0.994 0.991 0.834 0.753 0.964 0.954 0.842
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F DOCAIDET: TRAINING AND ARCHITECTURE DETAILS

F.1 LOSS FUNCTIONS

Phase 1 (segmentation) uses a combined focal and Dice loss following the SAM framework,

Ltotal = 2.0Lfocal + 1.0LDice, (5)

where the focal loss is
Lfocal = α(1− pt)

γ BCE(z, y) (6)

(α = 0.5, γ = 2.0), BCE denotes binary cross-entropy with logits, z are the raw model predictions,
y ∈ {0, 1} are the ground truth binary masks, and pt is the predicted probability of the true class;
and the Dice loss measures prediction–ground truth overlap (ϵ = 0.01):

LDice = 1− 2
∑︁

piyi + ϵ∑︁
pi +

∑︁
yi + ϵ

. (7)

Phase 2 (classification) uses weighted cross-entropy with weights w1 = 0.66, w2 = 0.33:

LCE = −(w1y1 log(p1) + w2y2 log(p2)). (8)

F.2 TRAINING PROTOCOL AND HYPER-PARAMETERS

Figure 6 presents the training curves for Phase 1, displaying loss curves (left) and validation metrics
(right). Figure 7 shows the training evolution of Phase 2, illustrating the progression of both loss
values and performance metrics throughout the training process.

Figure 6: Phase 1 training curves: loss progression (left) and validation metrics (right).

Figure 7: Phase 2 training curves showing loss and metrics evolution.

Phase 1: LoRA configuration. LoRA is applied with r = 16, αLoRA = 32, dropout 0.1, no bias,
in feature-extraction mode (Table 10), on the query, key, value and output projections and on the
gate, up and down projections of the backbone.
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Table 10: LoRA configuration parameters.

Param Value

use_lora true
r 16
lora_alpha 32
lora_dropout 0.1
bias “none”
task_type “Feature Extraction”
target_modules q_proj, k_proj, v_proj, o_proj,

gate_proj, up_proj, down_proj

Phase 1: optimizer and scheduler. Training is conducted for 40 epochs, and the checkpoint
corresponding to the epoch with the best performance on the validation set is selected. Phase 1
uses AdamW with an initial learning rate of 1.0 × 10−4 and weight decay 0.05 (Table 11). The
learning rate is controlled through a sequential scheduler that combines a warmup phase and a
cooling phase: LinearLR during the first 10% of training steps, scaling from 10−9 to the initial
learning rate 10−4, followed by CosineAnnealingLR with ηmin = 10−6 for the remaining steps.
This approach improves training stability during initial iterations and enables smooth convergence
toward minimal learning rate values.

Table 11: Phase 1 optimizer configuration.

Param Value

Optimizer AdamW
Initial learning rate 1.0× 10−4

Weight decay 0.05
Warmup LinearLR, first 10% of steps
Main scheduler CosineAnnealingLR, ηmin = 10−6

Phase 2: hyper-parameters. Phase 2 uses the same optimizer (AdamW) with a higher learning
rate of 1.0× 10−3, weight decay 0.05 and no scheduler. As discussed in the main text, 1–2 epochs
are sufficient for this classification head to align with the rich segmentation embeddings it builds
upon; we nevertheless trained for 40 epochs to demonstrate that training beyond 1–2 epochs is
unnecessary.

F.3 SINGLE-STREAM TRAINING CURVES

Figure 8 shows the training dynamics behind Sec. 8.1: one decoder trained on the visual pyramid
alone and one on the language decoder’s hidden states alone, with no cross-attention and no fusion
of any kind, from scratch on a common preliminary subset for 50 epochs under the same recipe.
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(a) Standalone vision encoder (b) Standalone LLM decoder

Figure 8: Single-stream training dynamics. (a) The visual pyramid alone cannot fit the task: training
Dice stalls near 0.3 and validation Dice oscillates around 0.15 with no trend—not overfitting but a
failure to learn, the model being denied the signal rather than generalization. (b) The semantic states
alone learn and then stop: both curves rise steeply for six epochs, after which validation Dice is flat
at ∼ 0.5 for the remaining 44 while validation loss drifts upward. That ceiling is structural rather
than a matter of budget, since a sequence of hidden states carries no spatial index with which to
resolve where on the page the evidence sits.

F.4 BACKBONE SWAP: FULL METRICS

Table 12 reports the full metric set behind Sec. 8.2; the paired tests are given in that section.

Table 12: Backbone swap at the deployed model’s own training budget (Sec. 8.2). Only the pre-
trained weights differ; corpus, schedule, batch size, learning rates and seed are identical, with no
warm start. “Val. Dice” is the best phase-1 validation score; the remaining columns are measured
on the held-out In-Generation test set. Brackets give 95% bootstrap confidence intervals.

Backbone Pretraining Val. Dice Acc Macro-F1 AUROC Dice

SmolVLM-256M-Instruct general-purpose VLM 0.831 0.800 0.799 0.905 [.892,.917] 0.714
SmolDocling-256M document conversion 0.881 0.860 0.860 0.944 [.935,.953] 0.895

F.5 ARCHITECTURE DETAILS

Sec. 5 specifies the model as a set of equations. This appendix gives what those equations leave
implicit: the concrete shapes each stage produces, and where the trainable parameters sit. Table 13
lists them for a page processed at 1190×1683, which yields a 4×4 tiling plus one global view
(N+1 = 17 encoder inputs).

Table 13: Stage-by-stage specification. Shapes omit the batch dimension. “Trained” counts pa-
rameters updated during our training, in millions; the backbone contributes only through its LoRA
adapters. Six fusion blocks are applied, three to the recombined local pyramid and three to the global
context map.

Stage Output shape Trained (M)

Vision encoder (layers 3, 7, 11) 3× (17× 768× h× w) 5.77 (LoRA)
Language decoder hidden states L× 576 shared LoRA
Recombiner (Eq. 1) 3× (768× 4h× 4w) 0
Semantic projection Ws, ×6 (Eq. 2) L× 768 2.66
Cross-modal attention, 8 heads, ×6 HW × 768 14.17
Gate MLP 768→192→1, ×6 (Eq. 3) HW × 1 0.89
Segmentation head (proj → refine → FFN → 1×1) 1×H0 ×W0 11.04
Classification head (Eq. 4 → fuse → linear) 1 2.76

Total 37.3M / 265.4M

Two design points are worth expanding beyond the equations.
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Why the recombiner is parameter-free. The tiled encoder returns each tile independently, so
a segmentation head reading them in sequence would have to re-learn the page geometry from
scratch—a mapping that is known exactly and constant. Eq. 1 therefore restores it by construction.
Figure 9 shows the rearrangement: local tiles are re-tiled into a single map in acquisition order,
while the global view is kept aside as a page-level context stream, so that both a fine-grained and
a whole-page representation reach the heads. Making this step learnable was tried and offered no
benefit, which is the expected outcome for an operation with a closed form.

Why the fusion is gated rather than additive. A document page is mostly whitespace and
unedited content. An ungated residual would force every spatial position to absorb semantic context,
including positions with no text beneath them, which in early experiments blurred mask boundaries.
The gate of Eq. 3 is computed from the visual features alone, so the model decides where semantics
are relevant before consulting them; empirically the gate saturates low over margins and figures and
high over body text.

Figure 9: Internal architecture of the Recombiner module: per-tile encoder features are reassembled
into a single spatially coherent map, with the global view retained as a separate page-level context
stream.
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G DOCAIGEN: DETAILS

G.1 DATABASE SCHEMA

The following shows an example of what is stored in the database automatically generated by Do-
cAIgen.

• pdf_path: Full path to the original PDF file (string).

• is_modified: Boolean indicating whether the document has been artificially modified
(true/false).

• modifications: Array of objects specifying the modified regions when is_modified =
true. Each modification includes:

– component_type: Type of affected component (“section_header”,
“footnote”, etc.).

– type: Semantic subtype (“text”, “image”).
– page: Affected page number (int).
– bbox: Bounding box of the modified region, with structure:

* page, x, y: Coordinates and page.
* width, height: Bounding box dimensions.
* coord_origin: Coordinate system origin (e.g.,
“CoordOrigin.BOTTOMLEFT”).

* raw: Original layout coordinates (left, top, right, bottom).

• component_inventory: Complete structural inventory of the PDF, containing:

– pages: Dictionary indexed by page number (“1”, “2”, ...), where each page contains:

* page_number: Page number (int).
* text_sections: Array of text blocks, each with:

· type: “TextItem”, “SectionHeaderItem”, etc.
· label: Semantic label (“text”, “section_header”, “page_header”,

etc.).
· parent_type: Parent container (“body”, “picture”, “table”).
· preview: Representative text snippet.
· length: Character length.
· bounding_box: Same structure as modifications.bbox.
· ref: Internal reference (“#/texts/35”).

* tables_in_page: Array of detected tables.
* images_in_page: Array of detected images.

G.2 USE CASES AND EXTENSIBILITY

DocAIgen’s modular architecture is explicitly designed for maximum extensibility. Below, we
present several practical use cases that our framework already supports natively by simply selecting
and combining its constituent modules. While these functionalities are highly valuable and could
constitute standalone tools, we provide them here fully open-sourced:

• Format Conversion: Integrating the Docling and Exporter modules enables multi-format
document conversion (e.g., transforming a photographed physical document into a struc-
tured PDF). This functionality is readily extensible to support any desired output format.

• Data Ingestion: Docling and Database modules enable the automated analysis of docu-
ment collections, constructing structured SQL databases with metadata, raw text and im-
ages.

• Dataset Curation: By combining the Docling, AI Edition, and Database modules, users
can extract document components and process them with generative models to produce
specialized AI-generated image or text datasets.
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• Synthetic Generation: The full pipeline can be deployed for controlled document gener-
ation tailored to various downstream tasks (e.g., training Document Question Answering
(DocQA) models or Spatial Entity Localization).

Furthermore, DocAIgen is designed for high usability, utilizing a dedicated configuration file that
allows users—regardless of programming expertise—to operate and fine-tune the system without
requiring modifications to the source code1.

G.3 QUALITATIVE COMPARISON

Figure 10 presents three examples illustrating the functionality of DocAIgen, each demonstrating a
different modification type. As observed, the sole difference between the real and modified samples
is the content itself. This ensures the model is forced to detect intrinsic generative patterns rather
than relying on visual artifacts. Additional examples are available in our repository1.
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(a) Original page (b) Original page with text modifications

(c) Original page (d) Original page with table modifications

Figure 10: DocAIgen examples: a text edit (top row) and a table edit (bottom row). Each row
displays the original page (left) and its AI-modified version (right).
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(a) Original page (b) Original page with image modifications

Figure 11: DocAIgen example: a figure edit. Original page (left) and its AI-modified version (right).
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G.4 QUANTITATIVE ANALYSIS

To complement the qualitative evaluation of our framework, we conduct a quantitative analysis of
the structural, visual, and statistical fidelity of the AI-generated (AIG) documents compared to their
real counterparts, through four distinct forensic tests:

• Frequency Analysis (FFT): We evaluate the Fast Fourier Transform (FFT) spectra to iden-
tify synthetic frequency fingerprints. Generative models often leave characteristic traces in
high-frequency bands; thus, we calculate total energy and the distribution ratios across low,
mid, and high frequencies.

• OCR Confidence and Lexical Integrity: To evaluate character-level distortions, legibil-
ity, and text degradation, we process the documents through a standard OCR engine. We
compare mean confidence scores, total word counts, Out-Of-Vocabulary (OOV) rates, and
gibberish ratios.

• Layout Geometry: Synthetic rendering can sometimes produce “hyper-regular” align-
ments or abnormal spacing. We measure the standard deviation of left and right margins,
as well as the Coefficient of Variation (CV) of word gaps.

• Error Level Analysis (ELA): To isolate non-uniform compression signatures typical of
manipulated images, we apply ELA, analyzing the mean and standard deviation of com-
pression errors across text regions and background areas.

Results and discussion. We tested 2,500 AIG pages generated by DocAIgen against 2,500 pris-
tine real pages. The comparative results are presented in Table 14. The numerical differences across
all four forensic domains are negligible. The minor fluctuations present are purely stochastic, aris-
ing from the natural variability inherent to distinct document layouts and contents, rather than their
source (real vs. AIG). This extremely high statistical overlap demonstrates that DocAIgen suc-
cessfully replicates the physical and digital properties of real-world documents. Consequently, this
validates our methodological claim: detection models trained on this benchmark are forced to learn
meaningful, high-level generative patterns, as low-level structural, frequency, or compression short-
cuts are absent. This behavior is also evident in the qualitative results of Appendix D and in the
shortcut audit of Sec. 8.

Table 14: Quantitative evaluation of low-level artifacts between AIG and real documents across
5,000 samples. Metrics indicate near-perfect statistical alignment across frequency, legibility, ge-
ometry, and compression domains.

Metric Fake (AIG) Real

Frequency Domain (FFT)
Total energy (2.19± 0.11)× 1011 (2.19± 0.11)× 1011

Low ratio 0.980± 0.009 0.980± 0.009
Mid ratio 0.007± 0.004 0.007± 0.004
High ratio 0.013± 0.006 0.013± 0.006

OCR Integrity & Confidence
Mean conf. 49.43± 16.64 49.90± 16.41
Word count 170.6± 84.7 170.5± 83.8
OOV rate 0.486± 0.192 0.466± 0.190
Gibberish rate 0.023± 0.024 0.024± 0.023

Layout Geometry
L-margin std 123.5± 18.3 123.6± 18.4
R-margin std 125.3± 17.7 125.3± 18.2
Word gap CV 1.386± 0.299 1.352± 0.290

Error Level Analysis (ELA)
Mean 0.735± 0.261 0.728± 0.268
Std 1.749± 0.425 1.743± 0.431
Text mean 3.123± 0.737 3.108± 0.690
Bg. mean 0.541± 0.191 0.536± 0.195
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G.5 DOCLING STRUCTURED VARIABLE

Docling processes PDF documents and returns a ConversionResult object containing all struc-
tured information about the document. Below we describe its hierarchical structure.

Level 1: ConversionResult. The root structure contains global metadata and data collections:

ConversionResult(
input: InputDocument, # Input PDF information
document_hash: str, # Unique document hash
status: ConversionStatus, # SUCCESS | FAILURE | ...
errors: List[str], # Errors during conversion
pages: List[Page], # Processed pages
assembled: AssembledUnits # Unified elements

)

Level 2: InputDocument. Contains metadata about the input file:

InputDocument(
file: PurePosixPath, # PDF file path
format: InputFormat, # PDF, DOCX, etc.
filesize: int, # Size in bytes
pagecount: int, # Total pages (23)
document_hash: str, # Document hash
valid: bool # Document validity

)

Level 3: Page. Each page contains size information and layout predictions:

Page(
pageno: int, # Page number (0-indexed)
size: Size, # width=612.0, height=792.0 (points)
predictions: PagePredictions # Element predictions

)

Level 4: PagePredictions (LayoutPrediction). Contains clusters of detected elements on the
page:

PagePredictions(
layout: LayoutPrediction(

clusters: List[Cluster], # Elements: texts, headers, images
tablemap: dict, # Table mapping (if exists)
figures: dict # Figure detection (None)

)
)

Level 5: Cluster (content element). Each cluster represents an element (paragraph, heading,
image, etc.):

Cluster(
id: str, # Unique ID (e.g., "13", "5")
label: DocItemLabel, # TEXT | SECTIONHEADER | PICTURE | ...
bbox: BoundingBox, # Element bounding box
confidence: float, # Confidence: 0.51-0.99
cells: List[PdfTextCell], # Text cells within cluster
children: List[Cluster] # Nested clusters

)
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Level 6: BoundingBox. Defines element coordinates on the page:

BoundingBox(
l: float, # left (77.4)
t: float, # top (38.687)
r: float, # right (277.637)
b: float, # bottom (93.063)
coord_origin: CoordOrigin # TOPLEFT

)

Level 7: PdfTextCell. Represents each text cell within a cluster:

PdfTextCell(
index: int, # Index in cluster (0, 1, 2, ...)
text: str, # "Transactions of the SDPS"
orig: str, # Original text
confidence: float, # 1.0 (very confident)
textdirection: TextDirection, # LEFTTORIGHT
font_key: str, # "TT0" (font reference)
font_name: str, # "TimesNewRomanPSMT"
rendering_mode: RenderingMode, # UNKNOWN, VISIBLE, etc.
rect: BoundingRectangle, # Specific cell coordinates
rgba_color: RGBAColor # r=0, g=0, b=0, a=255

)

Level 8: AssembledUnits (unified elements). Collects all processed elements in a unified struc-
ture; the AI edition module operates on the text field of these elements and on the image payload
of ImageElements, and on nothing else:

AssembledUnits(
elements: List[Union[TextElement, ImageElement]]

)

TextElement(
label: DocItemLabel, # Element type
id: str, # Unique ID
pageno: int, # Page number (0-indexed)
cluster: Cluster, # Cluster reference
text: str # Combined text

)

G.6 GENERATION HYPERPARAMETERS

This appendix details all hyperparameters used in DocAIgen for document generation. The main
generation aspects are discussed in Sec. 6.1; here we provide complete technical specifications.

G.6.1 GENERATIVE MODELS

DocAIgen supports an extensible pool of generators, categorized into Language and Vision domains.
The Language models include DialoGPT (Zhang et al., 2020), Phi-3-mini-4k-instruct (Abdin et al.,
2024), Qwen2.5 (Yang et al., 2024), Qwen3 (Yang et al., 2025), Llama-3.2 (Grattafiori et al., 2024),
and Granite (Granite Team, 2024), while the Vision models consist of Stable-Diffusion-v1.5 (Rom-
bach et al., 2022) and SD-Turbo (Sauer et al., 2024). Notably, our framework affords the flexibility
to selectively assign specific vision or language models to distinct document components as required
(see Sec. 4).

The benchmark reported in this paper instantiates that pool as follows. The In-Generation cor-
pus (training, validation, and test splits) edits textual and tabular components with Llama-3.2-
3B-Instruct and pictorial components with SD-Turbo, over a pool of 398 source documents. The
Cross-Generation corpora are built from a disjoint pool of 503 source documents—the two pools
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share no arXiv identifier, so cross-generation evaluation varies the generator and the documents
simultaneously—and are edited by two language models never seen during training: Qwen3-4B-
Instruct-2507 and Granite-4.0-h-small.

G.6.2 SIMILARITY LEVEL

Users control how closely the synthetic content of the components resembles the original through
four predefined levels: very similar, similar, moderately different, and totally different. While the
similarity parameter is integrated into DocAIgen to maximize its versatility for diverse downstream
applications, we deliberately fix it to the “similar” setting for training DocAIdet. We consider this
the optimal configuration because it generates synthetic content that aligns closely with the original
context, preventing trivial semantic discrepancies. Consequently, the model is forced to learn deep,
intrinsic AI-generative patterns rather than potentially overfitting to thematic or contextual incon-
sistencies. Conversely, under the “very similar” regime, the generative forensic signals are diluted,
unnecessarily complicating the training process without contributing to robust AIGC identification.
Therefore, the “similar” level provides the ideal balance for isolating the generative footprint during
training.

G.6.3 MODIFICATION RATIO

This parameter governs the selection of document components targeted for modification. Initially,
the framework parses the document to extract all underlying components—such as titles, paragraphs,
lists, images, tables, footnotes, or formulas—structuring them hierarchically at both the global and
page levels. Subsequently, target components can be selected either interactively or automatically
via a stochastic ratio. Manual selection affords the user granular control to perform highly specific,
targeted edits on individual documents. Conversely, for large-scale automated dataset generation,
the stochastic ratio approach is preferred. This ratio defines the proportion of altered content: for
instance, a ratio of 0.0 applies no changes, 0.5 alters half of the components, and 1.0 completely
regenerates the document. To optimize the dataset for training the segmentation model, a ratio of
0.5 is highly recommended. It modifies half of the components at the document level—that means
some pages might have just one element modified while others might have all elements changed.
We designed it this way so our DocAIdet learns across all types of contexts.

G.6.4 TEXT GENERATION CONFIGURATION

Temperature and sampling parameters are controlled by the similarity level (Table 15). Additional
text generation constraints: minimum tokens 5; maximum tokens 1024; length calculation buffer
0.10 (10% margin); LLM adjustment deviation threshold 0.20 (20%); maximum length adjustment
iterations 2.

Table 15: Temperature and sampling parameters per similarity level for text generation.

Similarity Level Temperature Top-p Top-k Rep. Penalty

Very Similar 0.5 0.95 80 1.0
Similar 0.7 0.90 60 1.02
Moderately Different 0.9 0.85 50 1.05
Totally Different 1.2 0.80 40 1.1

G.6.5 TABLE GENERATION CONFIGURATION

Tables are generated with fixed sampling parameters: sampling enabled, temperature 0.3, maximum
3000 new tokens.

G.6.6 IMAGE GENERATION CONFIGURATION

Image generation parameters vary by similarity level (Table 16). There are three image genera-
tion modes: image-to-image (generates from the replaced figure), text-to-image (generates from the
figure caption), or baseline (generates a random image if the previous modes fail).
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Table 16: Image generation parameters (image-to-image) per similarity level.

Similarity Level Strength Guidance Scale Inference Steps

Very Similar 0.25 6.0 10
Similar 0.45 7.5 10
Moderately Different 0.65 9.0 15
Totally Different 0.85 12.0 15

G.6.7 DOCUMENT PROCESSING AND HARDWARE CONFIGURATION

Image resolution scale 8.0; page images and figure/picture images are generated; export tolerance
profiles: PDF Strict 0.10 (10%), PDF Basic 0.20 (20%). Generation ran on a single GPU with 24GB
of memory (CUDA, with CPU fallback if unavailable).
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